
SSP	  Programming	  Lectures	  
Note to student: Python1 is a somewhat modern language by programming standards. It was first 
released in 1991 (in contrast C is forty years old). It has many features typical of modern languages that 
help computer users write more complex programs in less time. This handout2 will only teach you a 
subset of Python. Nevertheless, in doing the program you will acquire skills applicable both to Python 
and to programming in general.  

Python has been chosen because writing a program in Python will often take less time than to write the 
equivalent in most other languages and, because you can work with Python interactively, problems 
with the program are usually solved more quickly. Python is highly suited to scientific programming, as 
well as to writing applications and general-purpose programs. There is a price to pay for the speed with 
which Python programs are written: they can take longer to run than equivalent programs in other 
languages. However, except when number crunching is being done on a massive scale, this trade-off is 
usually worthwhile.  

Python has been designed to enable programmers to spend more time thinking about their problem and 
its logical solution, and less time worrying about the details of the language. In this way you will gain 
generally applicable programming skills that will serve you well in your future, whether it be in 
academia or elsewhere. In these lectures you will learn about the following: 

Lecture 1 
1. statements and expressions 
2. numeric types  
3. variables and assignment 
4. error messages 
5. functions 
6. if, else and elif statements 
7. for loops 
8. user input 
9. lists 
10. writing scripts and debugging 

 
Lecture 2 

1. while loops 
2. strings 
3. numpy module 
4. advanced arrays 
5. file input and output 
6. working with FITS files 
7. putting it all together 

                                                
1 Python is named after the 1970s TV series Monty Python's Flying Circus, so variables in examples are often named after sketches in 

the series. Don't be surprised to see spam, lumberjack, and shrubbery if you read up on Python on the web. As this is a 
document written by deadly serious scientists we will avoid this convention (mostly). However, it's something to be aware of if you 
take your interest in Python further.  

 
2 Adapted by Aaron Bauer from “Python Programming: an introduction to computer science 2nd edition,” John M. Zelle, Franklin, 

Beedle & Associates Inc., 2010, “Practical Programming: An Introduction to Computer Science Using Python,” Jennifer Campbell et 
al., The Pragmatic Bookshelf, 2009, and a handout by Prof. Martin Mason of Mt. San Antonio College for SSP 2009 / CA. 
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1.1	  What	  is	  a	  Python	  program?	  
In general, a computer program consists of a sequence of commands understood by the computer. 
Python, as a programming language, is a particular way of expressing these commands. A Python 
program can be viewed as a series of statements, which the computer executes in a sequential order. 
That is, a program consists of a list of instructions, or things for the computer to do, and the computer 
does them, one at a time, in order. In addition to writing programs, you can also use Python via its real-
eval-print loop (REPL) or interpreter, which is where we will begin. IDLE is a basic editor designed 
for use with Python. Open IDLE and go to the window titled “Python Shell.” To create a blank Python 
file (which we will use starting in section 1.5), go to File->New Window.  

1.2	  Arithmetic	  	  
One kind of Python statement is called an expression. You’re familiar with mathematical expressions 
like 3 + 4 and 2 - 3 / 5; each expression is built out of values like 2 and 3 / 5 and operators like + and -, 
which combine their operands in different ways. Table 1 lists the operators available in Python. Like 
any programming language, Python can evaluate basic mathematical expressions. For example, the 
following expression adds 4 and 13 (the >>> is a prompt that appears whenever a new statement can be 
entered): 

>>> 4 + 13 
17 

Since we are in the Python interpreter, the value of the expression is displayed immediately (this is not 
the case when running a Python file, but we’ll get into that later). 

1.2.1	  Type	  int	  	  

It should be no surprise that 4 + 13 is 17. Python’s arithmetic, however, won’t always behave the way 
you expect. When dividing 17 by 10 you might expect to get 1.7, but instead: 

>>> 17 / 10 
1 

The reason for this is that every value in Python has a type. In this case, 17 and 10 are integers, so the 
result of the division is also an integer. In Python, integer values are said to be of type int. You should 
also notice that Python didn’t round the result. Instead it takes the floor of integer expressions, as 
confirmed in this example:  

>>> -17 / 10 
-2 

1.2.2	  Type	  float	  

Numeric values with a fractional part are said to be of type float. The word float is short for floating 
point, which refers to the fact that the decimal point moves around between the digits of a number. 
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Python considers any number with a decimal point to be a float, and the result of any arithmetic that 
includes at least one float is a float. 

>>> 17.0 / 10.0 
1.7 

>>> 17.0 / 10 
1.7 

>>> 17 / 10. 
1.7 

	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	  	   	  

1.2.3	  Operator	  Precedence	  and	  Finite	  Precision	  

Python’s arithmetic operators use the same order of operations you are already familiar with. This 
means that, just like in normal arithmetic, parentheses are sometimes needed to enforce a certain 
ordering. For example, to convert 212 degrees Fahrenheit to Celsius, we might be tempted to try 

>>> 212 – 32 * 5.0 / 9.0 
194.22222222222223 

There are a couple problems with this result. First, the answer should be 100, but since multiplication 
and division have higher precedence than subtraction, we actually calculated  
212 – ((32 * 5.0) / 9.0). Second, there’s a three at the end of the decimal where we would 
have expected it to continue repeating. The reason for this is that the computer has a finite amount of 
memory, so it can’t store an infinitely long decimal number. What happens instead is that Python uses 
the closest number it can actually store, which, it turns out, terminates with a 3. To get this expression 
to behave, we have to add parentheses like so: 

>>> (212 – 32) * 5.0 / 9.0 
100.0 
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1.3	  Variables	  and	  Assignment	  
Chances are your calculator has a memory button that you can use to store values for later use. Python 
enables this on a grand scale through variables, which associate names with values. Variable names can 
contain letters, numbers, and underscores. X, species518, and degrees_celsius are all 
examples of valid names, whereas 777 (it would be confused with a number) and no-way (it contains 
punctuation) would not be allowed. Keywords reserved by Python are also not valid variable names. 
These may be highlighted a different color in whatever text editor you are using (in IDLE, Python 
keywords are purple or orange).  
You can create a new variable by giving it a value: 

>>> degrees_celsius = 26 

This is an example of an assignment statement. We say that degrees_celsius is assigned the 
value 26. An assignment statement is executed as follows: 

1. Evaluate the expression on the right side of the = sign. 
2. Store the result as the variable on the left side of the = sign. 

There are many ways variables can be used. 

Variables can appear as part of other expressions: 

>>> 100 – degrees_celsius 
74 

The results of those expressions can, in turn, be assigned to other variables: 

>>> difference = 100 – degrees_celsius 
>>> difference 
74 

Notice how entering just the name of a variable will cause the Python interpreter to display its value. 
As the name suggests, variable values can change during program execution. This does not, however, 
alter the value of any previously calculated expressions: 

>>> a = 20 
>>> b = 2 * a 
>>> b 
40 
>>> a = 5 
>>> b 
40 

Variables can even be used on both sides of an assignment statement: 
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>>> x = 1 
>>> x = x + 1 
>>> x 
2 

Though x = x + 1 does not make sense as a mathematical equation, it’s a perfectly reasonable 
Python statement. This is because the = sign does not mean “equal to,” but rather “assign a value to.” 
Hence, when executing a statement like x = x + 1, Python does the following: 

1. Gets the current value of x. 
2. Adds one to it to create a new value 
3. Assigns that value to x. 

 It might be useful to think of a Python variable as little sticky note on a value saying “this is x.” Figure 
1 is a visual representation of incrementing x (i.e. x = x + 1).  

1.4	  Error	  Messages	  
In your early days of Python programming, and, indeed, in pretty much any programming you will ever 
do, you will make mistakes. These mistakes can be separated into two broad categories: problems that 
cause your program to crash and problems that don’t. In the former case, your program will halt mid-
execution and Python will print an error message (we’ll talk about the latter case later). This can 
happen for many reasons. It could be just a typo in your code, the program could be trying to use 
inappropriate or missing data, or it could simply be trying to do something that doesn’t make sense. For 
example, a NameError occurs if we try to use a variable that hasn’t been created yet. 

>>> 3 + something 
Traceback (most recent call last): 
  File "<stdin>", line 1, in <module> 
NameError: name 'something' is not defined 

Though this error message is pretty convoluted (a definite weakness of Python), looking at the last line 
gives us some clue as to what happened: a variable with the name something does not exist.  
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A SyntaxError is often the result of a typo. 

>>> 2 + 
  File "<stdin>", line 1 
    2 + 
      ^ 
SyntaxError: invalid syntax 

The rules for what is and what is not valid code in a programming language are called syntax. This 
message tells us a line of code broke one or more of these rules. In this case, a + requires that there be 
an expression on both sides.  

1.5	  Functions	  

1.5.1	  Function	  Definition	  

Earlier we wrote code to convert 212 degrees Fahrenheit to Celsius. If a mathematician were to express 
this conversion in a general way, they might write 𝑓 𝑡 = !

!
(𝑡 − 32), where 𝑡 is the temperature in 

Fahrenheit and 𝑓(𝑡) is that temperature in Celsius.  
We can write functions in Python too. Here’s the Fahrenheit-Celsius conversion function in Python: 

def toCelsius(t): 
    return (t – 32.0) * 5.0 / 9.0 

Notice the >>> prompt is missing. This is because this example (and all following examples in these 
lectures) is shown in the context of a Python file (rather than in the interpreter). 
 
There are several important things to note about the definition of toCelsius.  

• A function definition is analogous to a variable definition; it’s just another Python statement. It 
defines a new name whose value is a function, or mini-program, instead of a number. 

• The keyword def tells Python a new function is being defined.  
• We use a name that describes what the function does, like toCelsius, rather than a name like 

f, which might leave us wondering what the function does an hour later (this is not a 
requirement, but it is good style).  

• There is a colon where the equals sign is in the mathematical version. 
• The actual formula shows up on the next line, indented and preceded by the keyword return. 

 
The general form of a function definition is  

def <name>(<parameters>): 
    <body> 

where the terms in angle brackets are placeholders or slots to be filled in for a given definition. The 
name is an identifier and must follow the same rules as variable names. Inside the parentheses are the 
parameters, a list of zero or more variable names (like t in toCelsius). Each parameter is 
specific to its function and is given a value when the function is called (after a function is defined, 
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when it’s used we say that it is being called or invoked). For example, the value 80 is assigned to t in 
the function call toCelsius(80), while t is assigned 78.8 in toCelsius(78.8). These actual 
values are called the arguments to the function. The general form of a function call is 

<name>(<arguments>) 

The indented body of a function, made up of one or more statements, specifies the function’s behavior. 
In toCelsius this consisted of just one statement, but as we’ll see later, the bodies of more 
complicated functions can be many statements long.   
 
Finally, the general form of the return statement is as follows: 

return <expression> 

and is executed by first evaluating the expression on the right, and then using that value as the value of 
the function call (i.e. the result of the function). return is how a function makes its computation 
available to the rest of the program. Basically, the value a function returns is substituted in place of the 
function call. For example, in the expression (function calls can be part of expressions just like any 
other value) 

toCelsius(32) + toCelsius(41) 

toCelsius(32) returns 0.0 and toCelsius(41) returns 5.0, so we effectively have 

0.0 + 5.0 

since the returned values substitute for the function calls. 
 
It’s important to differentiate between a function definition and a function call. When a function is 
defined, Python stores it, but does not execute it. When a function is called, Python jumps to the first 
line of the function body and executes it in order before proceeding to the line after the function call. 
Figure 2 illustrates this.  
 

 
 
One advantage of functions is that they only need be defined once, but can be used any number of 
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times. To use our conversion function we’ll add three function calls to the Python file where we define 
toCelsius: 

toCelsius(80) 
toCelsius(78.8) 
toCelsius(10.4) 

If we run this file in IDLE (via Run->Run Module or the F5 key), we see 

 

That is, nothing happens. This is not because our program doesn’t work, but rather that it does nothing 
to display the results of it computation to us. To remedy this, we will print the results. There’s more 
to print than we’ll get to now, but it’s very easy to understand. A print statement consists of 
print followed by an expression. When the statement is executed, the value of the expression is 
displayed to the console followed by a newline (or a space if a comma follows the expression). So, 
we’ll add print to the function calls in our program: 

print toCelsius(80) 
print toCelsius(78.8) 
print toCelsius(10.4) 

and then when we run it, we see  

26.6666666667 
26.0 
-12.0 

Nothing has changed about what or how our program computes, just how it displays the output. 

1.5.2	  Local	  Variables	  

When writing code to perform complex computations, instead of cramming an entire formula onto one 
line, it can be helpful to break the computation down into separate steps and spread it across multiple 
lines. Here we write a function to evaluate the polynomial 𝑎𝑥! + 𝑏𝑥 + 𝑐 taking this advice to heart: 

def polynomial(a, b, c, x): 
    first  = a * x * x 
    second = b * x 
    third  = c 
    return first + second + third 
print polynomial(2, 3, 4, 0.5) 
print polynomial(2, 3, 4, 1.5) 

which, when run, displays  

6.0 
13.0 
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Variables like first, second, and third that are created within a function are called local 
variables. This is because they only exist during the execution of the function; they are “local” to the 
function itself. We use the word scope to mean the area of the program where a variable can be used. 
Hence, the scope of first is the body of polynomial. The parameters of a function are also local 
variables and do not exist outside the function execution. We can see local variable scope in practice 
with our polynomial function by adding the following line to our program 

print first 

The our program now outputs  

6.0 
13.0 
 
Traceback (most recent call last): 
  File "lecture1_examples.py", line 17, in <module>  
    print first 
NameError: name 'first' is not defined  
 

Though first is available during the polynomial call, it is undefined outside of it. Furthermore, 
variables with the same name in different scopes interact in subtle ways. It’s a good idea to avoid 
giving variables the same name to prevent confusion. 
 
It is also the case that functions are usually defined to take an exact number of parameters. In fact, you 
will encounter a syntax error if you attempt to use a function with the incorrect number of arguments. 
Adding the line   

print polynomial(1, 2, 3) 

results in the following error 

Traceback (most recent call last): 
  File "lecture1_examples.py", line 18, in <module> 
    print polynomial(1, 2, 3) 
TypeError: polynomial() takes exactly 4 arguments (3 given) 

1.5.3	  Built-‐in	  Functions	  

There are some functions that are needed often enough that the creators of Python decided to include 
them as part of the language. Some of the mathematical built-in functions include abs (absolute 
value), round (rounding), pow (exponents), int, and float. The latter two functions convert a 
value from one type to another (e.g. turn a floating-point number into an integer).  The following 
program 

print abs(-9) 
print round(3.5) 
print round(3.3) 
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print pow(2, 4) 
print int(34.6) 
print float(21) 

outputs  

9 
4.0 
3.0 
16 
34 
21.0 

Python also includes a math library with many more mathematical built-in functions. Table 2 lists 
some of these. To use them, include the statement import math at the top of your file (or enter it 
once in the interpreter), and then call the functions by preceding them with “math.” as in math.pi 
or math.sqrt(x). 

1.6	  Conditional	  Statements	  
So far, we have mostly viewed computer programs as sequences of instructions that are followed one 
after the other. Sequential execution is a fundamental concept of programming, but alone it is not 
enough to solve every problem. Often it is necessary to alter the sequential flow of a program to suit the 
needs of a particular situation. This is done with special statements known as control flow statements. 
In this section we will look at conditional statements (also decision statements), which allow a program 
to execute different sequences of instructions under different conditions, effectively allowing the 
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program to “choose” an appropriate course of action. Before we can explore conditional statements, 
however, we must introduce the Python type that is used to represent truth and falsehood.  

1.6.1	  Type	  bool	  

Unlike the integers and floating-point numbers we have already seen, Boolean values (named for 19th 
century mathematician George Boole) have only two possible values: True or False. In Python these 
values have the type bool. There are three basic Boolean operators: and, or, and not. The latter is a 
unary operator, meaning it is applied to a single value. The effect of not is analogous to negation for 
numeric values; it flips a Boolean, changing True to False and vice versa.  
 
Both and and or are binary operators, so they take two Booleans and produce one Boolean (a la 
addition, multiplication, etc.). An and expression is True if both its operands are True. An or 
expression is True if either or both of its operands are True. This short program demonstrates the 
syntax for these operators 

a = True 
b = False 
print not a 
print a and a 
print a and b 
print a or b 
print b or b 

The output of this program is 

False 
True 
False 
True 
False 

There are also relational operators, which you are no doubt familiar with, that take two numbers and 
produce a Boolean. They are listed in Table 3. Note that since = is used for assignment, == is the 
Python symbol for testing equality. These operators work pretty much as you’d expect, but here’s an 
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example program so you can confirm your intuition. 

print 45 > 34 
print 23.1 <= 23 
print 67.3 != 87 
print 67.0 == 67 

Predictably, the output is 

True 
False 
True 
True 

We can, of course, use variables and combine expressions into larger expressions just as we can with 
arithmetic. On top of that, we can even chain comparisons. 

x = 3 
print (1 < x) and (x <= 5) 
x = 7 
print (1 < x) and (x <= 5) 
print 1 < x <= 5 

outputs 

True 
False 
False 

1.6.2	  if	  Statements	  

The basic form of an if statement is as follows: 

if <condition>: 
    <body> 

The condition is a Boolean expression such as x < y or deg == 0. If the condition is 
True, then the statements in the body are executed; otherwise, they are skipped. As with the body 
that follows a def, the statements following an if must also be indented. Now we’ll try and 
implement a function quadRoots that computes the real roots of a quadratic polynomial to 
demonstrate where if is useful and how it can be extended. 

def quadRoots(a, b, c): 
    discRoot = math.sqrt(b * b – 4 * a * c) 
    root1 = (-b + discRoot) / (2 * a) 
    root2 = (-b - discRoot) / (2 * a) 
    return [root1, root2] 
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The return statement is making use of a list value. They provide a way to store multiple values 
under a single identifier. We will discuss lists in more depth in a later section. For now, just know that 
you can create a simple list by placing a sequence of comma-separated values in square brackets.  
 
Our first implementation of quadRoots has a glaring flaw. If 𝑏! − 4𝑎𝑐 is less than 0, the function 
will attempt to compute the square root of a negative number and crash with a ValueError. We need 
some way to give the function alternative behavior when there are no real roots. Fortunately, an if 
statement will let us do just that: 

def quadRoots(a, b, c): 
    discrim = b * b – 4 * a * c 
    if descrim >= 0: 
        discRoot = math.sqrt(discrim) 
        root1 = (-b + discRoot) / (2 * a) 
        root2 = (-b - discRoot) / (2 * a) 
        return [root1, root2] 

Now the function won’t crash, but we’re not out of the woods yet; when there are no real roots, 
quadRoots doesn’t return anything at all. It would be better if it returned an empty list when there 
are no real roots. Python provides a way to express this kind of two-way decision: the if-else 
statement.  

if <condition>: 
    <body1> 
else: 
    <body2> 

In this statement, when condition is True, only body1 is executed. When condition is 
False, only body2 is executed. This enables us to improve quadRoots: 

def quadRoots(a, b, c): 
    discrim = b * b – 4 * a * c 
    if descrim < 0: 
        return [] 
    else: 
        discRoot = math.sqrt(discrim) 
        root1 = (-b + discRoot) / (2 * a) 
        root2 = (-b - discRoot) / (2 * a) 
        return [root1, root2] 

This is a big improvement, but there’s still one case that’s not quite right. Consider 
quadRoots(1,2,1), which returns [-1.0, -1.0]. These aren’t two different roots, but rather 
the same root repeated twice. Wouldn’t it be nice if quadRoots handled the case where descrim 
was 0 and there was only one root? We could accomplish this by nesting multiple if-else statements 
inside one another to create a three-way decision, as in this fragment: 
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if descrim < 0: 
    return [] 
else: 
    if discrim == 0: 
        return [-b / (2 * a)] 
    else: 
        <do stuff for two roots> 

Though this approach works, but it doesn’t feel right. Imagine if we had to make a five-way decision, 
and had to nest if-else statements four levels deep; not a pretty sight. There is another way to 
express multi-way decisions that combines an else followed immediately by an if into a single 
clause called an elif (pronounced “ell-if”). 

if <condition1>: 
    <body1> 
elif <condition2>: 
    <body2> 
elif <condition3>: 
    <body3> 
... 
else: 
    <body4> 

This can be used to set up any number of mutually exclusive groups of statements. The conditions are 
evaluated in order, and the body of the first condition to be True is the only body to be executed. 
When we use this to improve quadRoots we get: 

def quadRoots(a, b, c): 
    discrim = b * b - 4 * a * c 
    if descrim < 0: 
        return [] 
    elif descrim == 0: 
        root = -b / (2 * a) 
        return [root] 
    else: 
        discRoot = math.sqrt(discrim) 
        root1 = (-b + discRoot) / (2 * a) 
        root2 = (-b - discRoot) / (2 * a) 
        return [root1, root2] 

1.7	  Definite	  Loops	  
In many programs it is necessary to execute a certain statement or sequence of statements repeatedly. It 
would be unconscionably tedious to type out each of these repetitions, so nearly all programming 
languages incorporate some notion of a loop (loops, like conditionals, are a kind of control flow). The 
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simplest kind of loop is a called a definite loop, named as such because it will execute a definite 
number of times. That is, at the point in the program when the loop begins, Python knows how many 
times to go around (or iterate) the body of the loop. In Python (as in many languages), this is called a 
for loop. The general form of the for loop is 

for <var> in <sequence>: 
    <body> 

The body can be any sequence of Python statements. The extent of the body, as with functions and 
if statements, is indicated by its indentation under the loop heading (i.e. for <var> in 
<sequence>). The var is the name of the loop index. It takes on each successive value in the 
sequence, and the statements in the body are executed once for each value. Often the sequence 
portion consists of a list of values. Lists are a very important concept in Python, and we will cover 
them in more detail in the next lecture. Here an example program to illustrate for loops 

for i in [0, 1, 2, 3]: 
    print i 
for odd in [1, 3, 5, 7, 9]: 
    print odd * odd 

that outputs 

0 
1 
2 
3 
1 
9 
25 
49 
81 

As you can see, the variables (i and odd) take on each value in the sequence in order. Let’s look at 
slightly more complicated example of a function to print the positive divisors of positive integers 
(remember % is the Python symbol for remainder): 

def printDivisors(x): 
    for i in range(1, x): 
        if x % i == 0: 
            print i, 
printDivisors(16) 
print 
printDivisors(27) 

Notice that we don’t write print printDivisors(16) since the function itself prints its 
computation rather than returning a result that we then have to print (as is usually the case). The 
print with nothing after it is included to add a newline (carriage return) between the output printed 
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by the two calls to printDivisors. The output of this example program is  

1 2 4 8 
1 3 9 

Instead of an explicit list, the for loop in printDivisors uses the built-in function range. Based 
on the general for loop structure, we know range(1, x) must be some kind of sequence. In fact, 
range generates a list of integers based on its arguments. If only one argument is provided, the list 
goes from zero up to but not including the argument. With two arguments, the list goes from the first up 
to the second. A third argument specifies a step size. The following 

print range(10) 
print range(3, 7) 
print range(1, 10, 2) 

outputs 

[0, 1, 2, 3, 4, 5, 6, 7, 8, 9] 
[3, 4, 5, 6] 
[1, 3, 5, 7, 9] 

Sometimes, the value of the loop index is not used. These for loops are called counted loops. We’ll 
use one to write a function to calculate annually compounded interest (and then test the function against 
a formula for compound interest – testing code is always a good idea).  

def compoundInterest(principal, rate, time): 
    for i in range(time): 
        principal = principal * (1 + rate) 
    return round(principal, 2) 
print compoundInterest(1000, 0.05, 10) 
print 1000 * (1.05)**10 

outputs 

1628.89 
1628.89462678 

Note how nothing in the loop actually uses i. The only function of the loop is to make the body 
execute time number of times. Make sure you have a firm understanding of definite loops and how to 
use them. They will be one of the most often used tools in your programming toolbox. 

1.8	  User	  input	  
For the most part, any program worth writing won’t be self-contained, but instead depend on some kind 
of external data. This input could be mouse clicks from a user or a file full of numerical data. One 
obvious mode of input is text from the user, and Python makes it easy to request and interpret this data 
via the input function. The general form of the function is: 
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input(<prompt>) 

The prompt is a message displayed to the user. When an input statement is executed, the prompt 
is displayed and then Python pauses and waits for the user to type an expression and press the Enter 
key. The expression the user typed is evaluated to produce the result of the input statement. Here is 
an example program that takes user input 

x = input("Enter a number between 0 and 1: ") 
ans = input("Enter an expression: ") 
print x + ans 

and here is the output of this program with the user input in bold 

Enter a number between 0 and 1: 0.45 
Enter an expression: 3 + 4 * 5 
23.45 

Note that the prompt needs quotation marks around it. This is true of all textual data in Python, and 
these text values are called strings. We will talk more about strings in the second lecture. Also note that 
the second input wasn’t just a number, but rather an entire Python expression that was evaluated before 
it was store in ans. This method of external input is fine for small amounts of data, but for any 
substantial amount or to avoid the tedium (and potential errors) of entering the data each time, input via 
files is preferable. We will cover file input and output in the next lecture.  

1.9	  Lists	  
As mentioned in the previously, lists are a way to store multiple values under a single identifier. 
Consider the list of Socorro temperature data in Table 4 on the next page. 
 
If we wanted to use this data in a Python program without using lists, we would be forced to create 
seven separate variables, which would be horrendously unwieldy. It’s a much better solution to put all 
of this data into a single list. Figure 3 shows a visual representation of a list. 

May16 = 82.4 
May17 = 89.6 
May18 = 91.4 
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May19 = 87.8 
May20 = 87.8 
May21 = 91.4 
May22 = 96.8 

versus 

temps = [82.4, 89.6, 91.4, 87.8, 87.8, 91.4, 96.8] 

We can access the items in a list by providing an index that specifies the item we want. In Python, the 
first item in a list is at index 0, the second is at index 1, and so on. To refer to a particular item, we put 
the index in square brackets after a reference to the list (such as the name of a variable).  The line 

print temps[0], temps[1], temps[6] 

outputs 

82.4 89.6 96.8 

We can only use indices from zero up to one less than the length of the list. Trying to use an out-of-
range index results in an IndexError (as Figure 3 suggests, there’s simply not data in that location). 

print temps[23] 

results in the following error 

Traceback (most recent call last): 
  File "lecture2_examples.py", line 53, in <module> 
IndexError: list index out of range 

Python does, however, allow us to index backward from the end of a list. The last item is at index -1, 
the second to last at index -2, and so on. 

print temps[-1], temps[-5] 

outputs 

96.8 91.4 
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The smallest possible list, like the smallest possible string, is the empty list containing no items, written 
as []. 
 
Lists and list items can be modified the same way any variable is modified. Recall our toCelsius 
function that takes a temperature in Fahrenheit and returns the temperature in Celsius. If we wanted to 
output the first element of temps in Celsius, we would do the following 

from lecture1_examples import toCelsius 
print toCelsius(temps[0]) 

which would output 

28.0 

Since lists are a kind of sequence, we can process all the elements in a list using a for loop. To output 
all the temperatures in Celsius, we would write 

for t in temps: 
    print toCelsius(t), 

which outputs 

28.0 32.0 33.0 31.0 31.0 33.0 36.0 

If instead, we wanted to replace the values in temps with their Celsius equivalents, we would write 

for i in range(len(temps)): 
    temps[i] = toCelsius(temps[i]) 
print temps 

which outputs 

[28.000000000000004, 32.0, 33.0, 31.0, 31.0, 33.0, 36.0] 

You’ll recall from the earlier that the function range returns a list from 0 up to its argument. The 
function len returns the number of elements in a list, so the loop goes around once for every element 
in temps, with i taking on the index of the next element each time.  
 
There are number of built-in functions that operate on lists. Like strings, lists can be concatenated 
together with +. 

print [4, 5] + [1, 2, 3] 
print temps + [0.0] 

outputs 

[4, 5, 1, 2, 3] 
[28.000000000000004, 32.0, 33.0, 31.0, 31.0, 33.0, 36.0, 0.0] 
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1.10	  Making	  Your	  Life	  Easier	  

1.10.1	  Writing	  Python	  scripts	  

When you go to write your own Python code, you’ll want to write it in a text editor and save it to a file, 
also called a Python script (.py is the standard Python file ending). While you could code in just about 
any text editor, it will probably be most convenient to do so in an editor that is aware of Python syntax. 
Such editors will help you manage the indentation and highlight various keywords and values to make 
the code more readable. 
Python scripts are also made more readable by the inclusion of comments. The purpose of comments is 
to aid future readers of the code (including, potentially future versions of ourselves who might have 
forgotten details of the program) by explaining what the code does and why. Python treats any text 
preceded by a # as a comment. We can write whatever we want in comments, as Python ignores them 
during program execution.  
 
It is also possible to split up your code across multiple files. If you write a function degToRad to 
convert degrees to radians and save it in degrees.py, and then you want to use degToRad in a 
different file, you would need to include the line from degrees import degToRad at the top of 
the other file. The other requirement is degrees.py be in the same folder as our other file.  
 
The default editor that comes with Python is called IDLE (for Interactive DeveLopment Environment, 
and also Eric Idle of Monty Python). In addition to providing an interface for the Python interpreter, it 
also serves as a Python-friendly text editor, allowing the user to run their Python scripts from the editor 
itself. To start a new script once IDLE is open, go to File -- New Window, and then save the script with 
File -- Save. Run the script by going to Run -- Run Module (or by pressing the F5 key). The IDLE 
menus list many other useful commands and their corresponding keyboard shortcuts. 

1.10.2	  Debugging	  

It is an important and popular fact that computer programs have bugs (i.e. errors). The programs may 
crash outright, provide incorrect output, or exhibit unpredictable behavior. In any case, the code you 
write will, no doubt, also contain bugs. Don’t panic. Take a deep breath, and tackle the problem 
methodically.  
 
Bugs that cause the program to crash with an error message are usually the easiest to deal with. The 
error message will give you a line number and at least a vague idea of the nature of the problem. We’ve 
already mentioned a number of the error messages you’re most likely to encounter: NameError when 
something is not defined, SyntaxError when there’s a typo, TypeError when a function is given 
the wrong number of arguments or the wrong type of argument, and ValueError when an argument 
is the right type, but has an invalid value (e.g. passing a negative number to the square root function). 
You may also see a IndentationError if you fail to provide a body for a function, loop, or 
conditional or a ZeroDivisionError if you attempt to divide by zero. 
 
When your code runs, but the output is wrong or nonsensical, then the real work begins. It’s now up to 
you to not only fix the error, but to determine the location and cause. The process of locating and fixing 
errors in code is called debugging, and is a part of every programmer’s life. Debugging a program is 
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like diagnosing a medical condition. To find the cause, you start by working backward from the 
symptoms (or, in a program, its incorrect behavior), then come up with a solution, and test it to make 
sure it actually fixes the problem. 
 
At least, that’s the right way to do it. Many beginners make the mistake of skipping the diagnosis stage 
and trying to cure the program by changing things at random. Renaming a variable or swapping the 
order in which two functions are defined might actually fix the program, but millions of such changes 
are possible. Trying them one after another in no particular order can be an inefficient waste of many, 
many hours.  
 
Here are some rules for tracking down the cause of a problem: 
 

1. Make sure you know what the program is supposed to do. Sometimes this means doing the 
calculation by hand to see what the correct answer is. Other times, it means reading the 
documentation (or the assignment) carefully or writing a small secondary program to test the 
broken one.  
 

2. Repeat the failure. You can debug things only when they go wrong, so find a specific situation 
that makes the program fail reliably. Once you have one, try to find a simpler one; doing this 
often provides enough clues to allow you to fix the underlying problem.  

 
3. Divide and conquer. Once you have a situation that makes the program fail, try to find the first 

moment where something goes wrong. Examine the inputs to the function or block of code 
where the problem first becomes visible. If they are wrong, look at how they were created, and 
so on. This examination is most easily done with print statements. Use them to display 
variables that might be related to the problem and check if the values are what you expect them 
to be.  

 
4. Change one thing at a time, for a reason. Replacing random bits of code on the off chance they 

might be responsible for your problem is unlikely to do much good (after all, you got it wrong 
the first time...). Each time you make a change, rerun your code immediately. If there’s an 
unexpected change in behavior, or no change where you were expecting one, this can be a clue 
as to the underlying problem.  

 
5. Keep records. After working on a problem for an hour, you won’t be able to remember the 

results of the things you’ve tried. Like any other scientist, you should keep records. Some 
programmers use a lab notebook; others keep a file open in an editor. Whatever works for you, 
make sure that when the time comes to seek help, you can tell your colleagues exactly what 
you’ve learned and what solutions you’ve ruled out.  

 
A note about print that may prove useful when debugging: a single print statement can display 
multiple expressions. For example, if you were debugging our polynomial function from earlier, 
you might insert the line print "first:", first to print out the value of the first variable 
preceded by a text label. Any number of values of any type can be output together with print. 
 


